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What is R?

R is a computer programming language that is used primarily for statistical programming and analysis and for graphics. It is in widespread use at universities around the world, in statistics departments and in other departments. It is also used by many individuals in corporations.

R is very similar to Splus (www.insightful.com), which is also commonly used in academic and corporate environments. There are some differences, but most programs that are written in S and Splus can also be run in R either directly or with simple modifications. However, Insightful has been developing Splus toward enterprise solutions as well as individual use, while R is more designed for the individual user.
R is an open source language that is available, remarkably, at no cost.

R has been greatly extended by so-called packages, from the simple (BHH2 contains “Useful functions for Box, Hunter and Hunter II”) to numeric (adapt contains “Multidimensional numerical integration”) to highly specialized (bivpois contains “Bivariate Poisson Models using the EM algorithm”). These packages are also available at no cost.
What is and is not in this set of notes

This technical report is designed to show you how to 
· download a copy of R and set it up to be convenient on your Windows computer

· provide you with a some simple examples of what R can do and how R processes data.

It is not designed to make you proficient in R or to show how to run statistical functions.

There are many sources of information on R. This report is designed just to get you started. Comments to this technical report are not only welcome—they are encouraged.
Getting Started: Installing R
You may already have a copy of R on the computer you are using. For example, if you are using a computer at a university, R may already be loaded on it. If so, you do not need to load R, so you may skip this section. However, in this document, I will usually write the notes as if you are using your very own computer.

1) Go to the home page of R, http://www.r-project.org/. Click on CRAN (left-hand side of web page) to see how to load R on your PC. You just need to load up the base system—you can worry about packages (add-ons) later if you wish.
2) By default, R starts in a subdirectory named something like “\Program Files\R”.

Learning More about R

3) The difficulty here is that there are so many sources available to learn R! At the CRAN website, look at “Documentation” on the left-hand side of the page, and browse through these until you find what you want. 
4) For the level of R we will cover, I would suggest you try 

a) Manuals and then An Introduction to R and R Data Import/Export  
b) FAQ and then R FAQ and possibly R Windows FAQ
5) I encourage you not to print out the manuals—just put copies of a few of them on your PC for easy reference. I do encourage you to look through the manuals as questions arise from looking at the examples below.

6) You can also learn about R from the help facilities in the R program itself, but that help tend to be more technical (and uneven) in nature.

7) My favorite book on learning R has been An Introduction to S and S-Plus, a 1994 Duxbury book written by Phil Spector (www.stat.berkeley.edu/~spector/). Aside from the minor differences between the two languages (S or Splus vs R), this book has enough details and examples to help you solve problems in R while still presenting the material at a very readable level.
8) There are many other books on R, and there is a lot of online references as well at the R site (some difficult, some easier). Let me know if you find any that are especially useful

Example of an R session and some basics of R
9) You can start R in several ways (see the next section for examples). For now, you can either use Start(Programs(R or double-click the Rgui.exe file in  C:\Program Files\R\R-2.4.0\bin\ (or under a similar directory name—the version name may well be different, because it changes with each update of R). You will see something like the following: 
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R Console

R version 2.4.0 (2006-10-03)
Copyright (C) 2006 The R Foundation for Statistical Computing
ISEN 3-300051-07-0

R is free software and comes with ASSOLUTELY NO WARRANTY.
You are welcome to redistribute it under cercain conditions.
Type 'license()' or 'licence()' for distribution details.

Natural language support but running in an English locale
R is a collaborative project with many contributors.

Type 'contributors()’ for more information and

‘citation()' on how to cite R or R packages in publications.
Type 'demo()' for some demos, 'help()' for on-line help, or
‘help.starc()’ for an HTML browser interface to help.

Type 'q()’' to quit R.

>




10) There are some menus available, but R is generally meant to be run from the command line (which we will do first) or from a script file (which we will do soon). Like many packages that are meant to be run this way, this makes it harder to get started—this is why I am writing this introduction. However, this also makes it more powerful. (There is an add-on package that uses menus, but I do not encourage anything that brings you down to the point-and-click level of thinking.)
11) R, like Splus, has Unix origins, so all commands and objects you created are case-sensitive. (However, if you reference a Windows file that is only seen in the Windows environment, that is “outside of R” and so is not case-sensitive.)
12) R is called an object-oriented programming language. Everything in R is an object. This includes vectors, matrices, functions, and graphs.

13) Here are some simple examples of using R. We will do more very soon! Type the following at the command prompt (followed by the <Enter> key, of course):

	Command
	Comment

	3*4

1:5

3*(1:5)

outer(1:12,1:13)

x<-2:6

x

(x<-2:6)

(x2<-x*x)

m<-outer(1:12,1:13,"+")

m

class(x)

length(m);mode(m)
mode

plot(x2)

plot(x,x2)

x.rand<-rnorm(100,2,5)

hist(x.rand)

summary(x.rand)

qqnorm(x.rand)
	Results are displayed

A vector of integers from 1 to 5

A vector of products

A times table.

Results stored in the object x (the assignment operator “<-” is read as “gets”)

The object is displayed

Results are stored and displayed in one line

Exactly what you think

An addition table (“*” used as default), stored and then displayed.

Objects have properties.

Multiple commands on one line. These are the two attributes that every object possesses. (The length function is useful; for our purposes, the mode function (tell storage mode) is not.)
Prints out the function itself–often “unreadable”!

Two examples of using the plot function. Note how the function can be used in different ways.

Random numbers, stored into x.rand
Histogram

Summary

Normal quantile-quantile plot


14) If you make a mistake, use the ( key to edit a previous line.

15) What happens if you type in “qqnorm(x.rand” (no final parentheses)? Try it. R executes a line of code if it is complete, and otherwise expects more instructions. So finish up with a “)” on the next line.
16) To copy a plot to the clipboard as a metafile, click in the plot. Then use CTRL-W. Rightclick for other options. Click File... for other options.

Starting R in a Specific Directory

17) This section is not about R itself, but how to use R within the Windows operating system.

18) You will often work on multiple “projects.” One project might be a course you’re taking, such as regression. Another project might be work you are doing for a client, such as analysis of fish habitats. When you work on multiple projects, you will usually want to save the results from each project into a different folder (directory). One easy way to do this is shown in the following step.

19) In this step, you will see how to start R to have a certain default directory. This is very useful, because all work will by default be saved to this directory—you can thus have many “R projects” and each one is naturally kept separate from the others.
a) Copy (do not Move!) the file C:\Program Files\R\ R-2.12.2\bin\Rgui.exe (or under a similar directory name) to the project directory of interest. Copy this as a shortcut.
 For example, you could create a directory name …\courses\803\R and store the shortcut there. I store all my R projects in directories that end in \R, but you may wish to do it differently.
b) Right-click on the R shortcut you have just copied and change the “Start in Directory” to the one in which you places the shortcut, such as …\courses\803\R. Be sure to follow good syntax, such as double quotes when needed. (I set the viewing option so I have the full directory appear when I use My Computer. This allows me to just copy and paste it.)

c) Then, whenever you want to start in that directory, just double-click the shortcut. Any files you open (such as script files—see below) and any results you save will, by default, be saved in that directory.
d) Note: you technically don’t need to store the shortcut in the same directory as your project directory, but it’s probably the easiest way to keep track of things.

20) It is also possible to query or change the working directory from within an R session. 

	getwd()

mywd<-getwd()

setwd("C:\\myfiles\\R")

...

setwd(mywd)
	Displays current working directory

Stores current working directory. (See why this works?)
Changes the working directory. This may be useful if you have a number of scripts or data files stored in another directory that you want to access. Note the use of two backslashes. This is needed because of R’s Unix roots.
Restores to earlier working directory. (See why this works?)


Some Basic Examples of using R 

21) NOTE. All commands and data set(s) listed in this document are also stored in files with appropriate names. The section on scripts (see item (24)) shows how you can execute these files line by line in case you don’t want to enter them from the keyboard.

22) Here are the script files that will be used in this Techncial Report. 
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 Please double-click this object to open the zip file. (I am assuming you can extract zip files.) Note: this zip file will correspond closely to the material in this file, but may not include some typo updates.
23) I will also assume that you have created an R project for these exercises and that you have expanded the .zip files above into the directory of the R project, so they are easily accessible. If not, please do so now.
24) To see if you have done this correctly, open R in this directory and then click on File(Open script. You should see a listing of the script files (extension R).
Use of Scripts
25) A script is simply a text file of R commands. To run scripts:

a) In R, use File(New script or File(Open script (default extension is .R) or [image: image3.png]


 (same as Open script)

b) You can type in new material into the script, or use commands that already exist.

c) Let’s try this by opening the file named Intro.R in the Intro_to_R_files.zip file. This has the commands you already typed in—these are reproduced below as well.

d) To run one line of the script, go to that line and use CTRL-R. That one line will be executed and the cursor will move down to the next line. Very convenient…
e) Or, highlight a portion of the script to run and use CTRL-R to execute. (Or, if you have time to spare, click on Edit(Run Line. Note: the menus are window-senstive, as you can see by switching from the command window to a script window.) You can run entire scripts like this. You can run just one character instead.
f) Note: when you highlight part of the script and execute it, that part of the script goes into the clipboard. This can be confusing if you think the clipboard still contains what you had put in there earlier.
g) R has a CTRL-Z for undoing your last sets of entries, but it doesn’t have a CTRL-Y (e.g.) for redoing them. 

h) You can also save these scripts and load them later.

i) I use scripts for 99+% of my work.

j) You can execute the entired contents of a script file by using the source function. For example, source("Intro.R") could be run from the command line or a script window. This is most useful for defining functions or running in a type of “batch mode.”

	Command
	Comment

	3*4

1:5

3*(1:5)

outer(1:12,1:13)

x<-2:6

x

(x<-2:6)

(x2<-x*x)

m<-outer(1:12,1:13,"+")

m

class(x)

length(m);mode(m)

mode

plot(x2)

plot(x,x2)

x.rand<-rnorm(100,2,5)

hist(x.rand)

summary(x.rand)

qqnorm(x.rand)
	Results are displayed

A vector of integers from 1 to 5

A vector of products

A times table.

Results stored in the object x (the assignment operator “<-” is read as “gets”)

The object is displayed

Results are stored and displayed in one line

Exactly what you think

An addition table (“*” used as default), stored and then displayed.

Objects have properties.

Multiple commands on one line. These are the two attributes that every object possesses.

Prints out the function itself–often “unreadable”!

Two examples of using the plot function. Note how the function can be used in different ways.

Random numbers, stored into x.rand
Histogram

Summary

Normal quantile-quantile plot


26) (Sinx.R ( this will refer to the script file that contains the commands) Say you want to make a plot of 
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 vs. x for x from 0 to 30. The following commands would work. Try these, line by line. Type them into a new script window, or simply use the Sinx.R script file for most of the commands. Comments (appearing after the “#”) are included here to give more explanation, but don’t affect the commands. 
	Command
	Comment

	?seq

?"if"
?"=="
	Help on the “seq” function.  Note the many options. At this point, look at the examples at the bottom of the help output. Same as help(seq).

Help on certain special functions must be done within quotes

	x<-seq(0,30,by=.1)
	Creates a sequence of numbers, from 0 to 30, by 0.1. Remember, the two characters “<-” can be read as “gets” (or “is assigned to”). You could instead use “=” here, but by convention “<-” is almost always used. (Also, “=” is used with a different meaning in functions.)

	x
	Shows the results.

	y<-sin(x)*exp(-x/10)
	You can also try “?sin” to verify that the angle for this function is to be given in radians, not degrees.

	plot(x,y)
	Makes the plot in a separate window. But this shows a circle for each point. Let’s try to make a line.

	?plot
	A bit (!) abstract  if you are new to R, but it does tell you how to draw a line instead.

	windows(5,5)

plot(x,y,type="l")
	Creates a new plotting window (about 5"(5"). Without this, the next plot just overwrites the old one.

Gives the desired result. Try right-clicking in here or clicking on File(Save as… to see how to save or copy. Result:
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27) (Sinx.R) More on R and making plots (continuation). Here and elsewhere, use ?functionname to get help on the function, e.g. ?seq.
	class(x)

class(sin)
	Every object ((R is “object-oriented”) has certain attributes. One is these is its class. Note that these objects include what you just created—x—and what is available from R itself—the sin function.


Usually, for most work you will do, R will handle these classes automatically. This is one of the features that makes R powerful, as we’ll see in a few minutes. On the other hand, at some point you will need to understand the idea of classes and the difference among different classes. 

	plot(sin,-pi,2*pi)
	The pi is a built-in constant. (Type pi to see its value, to the default number of decimal places.)

How did this plot command work? First, enter the “?plot” line again, and look at the window. As this indicates, the plot function is “generic.” This means that when R uses the command named plot it also looks at the class of the first argument. 


When the first argument was of class "numeric" it performed one set of actions—a scatterplot of the 2nd argument (y) vs. the 1st (x). When the first argument was of class "function" it performed another set of actions—a line plot of the 1st argument (the sin function) from the lower to upper limits given by the 2nd and 3rd arguments.

	methods(plot)
	A list of the different classes that plot is (currently) designed to handle. We will look at "histogram" and "density" in a minute—again, R will handle these automatically. For example, it you use the plot function and it sees that the 1st argument is of class "density" then R will use the plot.density function. So the function plot (like all generic functions) is really just a “shell” that calls the other functions that do the real work.


When no plot function exists for the class, then R calls the plot.default function.

	?plot.function
	Not listed in methods(plot), but exists. Note how the default line type is now “l” to draw a line. You can also see that the number of points for drawing the line defaults to n=101. Try plot(sin,-pi,2*pi,n=20). 

	?plot.default
	This was called from the commands plot(x,y,type="l") and plot(x,y,type="l")


28) (Sinx.R) Doing it quickly in R. We could have made the earlier plot as follows.
	plot(x<-seq(0,30,by=.1),sin(x)*exp(-x/10),type="l",xlab="x")

	
	The first argument includes the sequence function and the result. The second argument is the function itself (which includes the result of the first argument). The last argument creates a label—try it without this label as well.
If this is too hard to read, break the command up into several lines!


29) (Sinx2.R) Fancier plots
a) So far, these plots could have been made just about as quickly in many software packages. But suppose we wanted to make these graphs for 
[image: image6.wmf](

)

(

)

sinexp/

xxk

-

 vs. x, where we want k to range from 1, 2, …, 8
b) Using a script window makes it much easier to enter and execute commands and correct them. Click on File(New script to get a new window. Enter all 7 lines of the commands below into this window (or use Sinx2.R, of course). 
	x<-seq(0,30,.1)

y<-sin(x)

plot(x,y,type="n")
for(k in 1:8) {

  y<-sin(x)*exp(-x/k)

  lines(x,y,col=k)

  }
	Create x and y and make up a plot that contains only the axis and scaling information. (type="n" means “none”: do not plot the points”.) Use sin(x) to ensure that the range of the y-axis will include subsequent plots. (This scaling could have been done in many other ways.)

Make line plots using different colors. The “{}” holds multiple commands within the for loop. 

There are other ways to specify colors, such as col="red", or (using 
col2<-rep(c("red","blue"),times=4)) changing the lines line to lines(x,y,col=col2[k]). Try it. (The use of c and [k]will be explained below.)

Where did R get those colors from? See ?palette and more notes in Sinx2.R


The resulting graph (using lines(x,y,col=k) ) is 
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30) (Sinx2.R) Alternate plots.

a) Suppose you wanted these to be in different graphs in the same window
	par(mfrow=c(3,3))

for(k in 1:8) {

  y<-sin(x)*exp(-x/k)

  plot(x,y,type="l",

     ylim=c(-1,1))

  }


	The par function sets graphical parameters. This command sets the graph to receive up to 9 plots, in a 3-row ( 3-column format, by row (mfrow means “multiple figures, by row.” Yes, there is also an mfcol function.)
The c function (“combine”) is used to assign a vector of 2 values to mfrow and to ylim
The ylim argument forces each y axis to have the same scaling, from -1 to 1.
Try this at a 2x4 array of plots instead. Or try only the first 4 in a 2x2. Use  par(mfrow=c(1,1))to return to one graph per page.
See Sinx2.R for more information on plots, including text and mathematical expressions


31) (Density.R) Density plots.

a) This is another example of how R may process information based on the class of the object
	par(mfrow=c(1,1))

random.t<- rt(1000,10)

rt.density<-density(random.t)

class(rt.density)

plot(rt.density)


	Reset to have only one plot on a page.
Generate 1000 random numbers from a t-distribution with 10 d.f. into random.t (letters, numbers and “.” can be used in names of objects), and then estimate the density function from which it was generated.
The random.t variable is simply a vector of 1000 numbers. You can see the first 10 of these by random.t[1:10]. 
The rt.density is a much more complex object. If you enter it on the command line, you will only been given a summary of it.
Note that the class of rt.density is "density". The plot function will therefore use the plot.density function to draw the graph. Some fairly sophisticated statistical algorithms are used here.
Try it again a few times, but with a t-distribution with 2 df, and then 1 df. This will give you a feel for the heavy-tailed nature of these distributions.


32) More examples of plots. 

a) Try ?graphics. Note: this report discusses only base graphics, which are traditional graphics. It does not discuss the newer grid graphics. 

b) Enter demo(graphics), and note the commands that generate the plots. (iris and quakes are some of the data sets that come with R.)

c) One area in which Splus and R differ includes several plotting options. For example, R allows a color to be specified by name (col="cornsilk"), whereas Splus does not.
Listing and Saving Objects

33) All the objects you have created so far are stored in a workspace image.  This is simply an area of computer memory. (R tends to run faster than Splus, because Splus stores objects into files—memory access is much faster than file access. However, Splus can store more information because it is not limited by the size of memory, and the objects have already been saved if the software crashes. R itself seems pretty resistant to crashes, but the Windows interface to R can sometimes make the program crash. So, save your script files and any hard-to-recreate objects on a regular basis.)
34) (Objects.R) Here’s how you can see what objects you have created and how to remove them
	ls()

ls(pat="x")

ls(pat="^x")

ls.str()

rm(x2)
rm(list=c("x","x.rand"))

rm(list=ls(pat="^x"))
	Lists names of all objects created

Lists names of all objects than include the letter x

Lists names of all objects than start with the letter x

Gives more detailed information
The next few commands will remove (delete) objects from memory. If you want to use them later you will need to recreate them.
Removes (deletes) x2 (if it exists) from the workspace 
Removes (deletes) x and x.rand from the workspace. Note that the argument to the parameter list is a character vector. rm(x,x.rand)also works.
Removes all objects that start with the letter x. Note that the result of ls(pat="^x") is a character vector, so this is similar to the last command (but more powerful and dangerous)


35) You can save these objects whenever you want by clicking on File(Save workspace… A copy of all of these objects will be stored (by default, into your default directory), and you can reload these when you sign onto R at another time by File(Load workspace… You will also be asked whether you want to save your workspace when you try to exit R.

36) However, in an R session you may only want to save a small subset of the objects you created. Here is one way to do it

	y2<-rchisq(50,df=2)

y3<-rchisq(50,df=3)
save(y2,y3,file="y2y3.Rdata")

rm(y2,y3)

ls() 

load("y2y3.Rdata")

ls()

write.table(cbind(y2,y3),
  file="y2y3.txt")

file.choose()

write.table(cbind(y2,y3),
  row.names=FALSE,
  quote=FALSE,
  file="y2y3.txt")

file.choose()

write.table(cbind(y2,y3),

  row.names=FALSE,

  quote=FALSE,

  sep="\t",

  file="clipboard")


	Generate some data

Save the data in a file (in the default directory)

Remove the objects from the worksheet

Verify the removal

Load them back into the worksheet

You can also write the results out in a text format

Use this with a right-click(Open as one way to see what is in the file

You may prefer this format. Or try write.csv, which can be read directly into Excel for example

This writes directly to the clipboard, so you could paste it directly into Excel. OK for quick and dirty work. However, this leaves no trail so it is not recommended for “real work”


37) I usually save only the key objects from an R session. When I sign onto R later, I load those objects and then run the script again to create the additional objects.
38) Note: in the above script file, it is good to place the comments symbol # in front of the save function after you use it. This prevents you from accidentally writing back into the file where the objects had been saved.
39) Note: The extension .Rdata is associated with R. If you double-click y2y3.Rdata in Windows, for example, R will open and the objects in y2y3.Rdata will be loaded into the workspace.
Getting Data into R

40) To read data into R, it’s usually best to have the data available in text format. In particular, if data are in an Excel file, you would normally first export them to a text file such as a .csv file. It is possible to read files directly from Excel with the rcom package, and in a very powerful way, but we won’t discuss that in this report.
41) (ReadIn.R and pb12.txt) This shows some ways to read in text files.
a) Here is an example of reading in a file with a fixed number of columns in each row. (Note the “\\” instead of “\”. This is because “\” is a special symbol in R. Also, this is one place R is not case sensitive because it is sending this information out to a non-case-sensitive Windows operating system). If the data file is in the c:\courses\803\r\ directory, for example, you can use
X<-read.table("c:\\courses\\803\\r\\pb12.txt")
If the data file is in your default directory, you can simply use

X<-read.table("pb12.txt")
This reads the results in as a data frame, which is usually the preferred way to save data objects for statistical analysis:

class(X)
Basically, a data frame is a class of objects that are organized in a rectangular array (like a matrix). However, a data frame can have different kinds of data in the different columns (numbers in some, text in others, for example). This class of objects will be discussed more later. The resulting object X includes column and row identifiers, which you can see when X is displayed. These can be accessed directly, e.g.
colnames(X)
b) (ReadIn.R) Example of reading the result in as a vector. (This is usually not what is wanted, unless you really want one vector, or you want to manipulate the information initially as a vector.)

Xvec<-scan("pb12.txt")

c) (ReadIn2.R) Example of reading by copying to the clipboard.
i) This may be the quickest way to read in data “on the fly.” However, there is no record of what was copied to the clipboard, so a set of commands that recreates this cannot be saved for later use or for tracking purposes.
ii) Say you have the following data that you want to analyze (2 rows ( 4 variables per row). Note that the character strings with blanks should be enclosed in quotes (if the records are not in fixed-width formats, for example).
1 George 3 5.7

4 "Peter John" 6 8.2

iii) Copy data to the clipboard, then enter 
(xclip<-read.table(file="clipboard"))
iv) The display will show

  V1         V2 V3  V4

1  1     George  3 5.7

2  4 Peter John  6 8.2
v) Note that the object again includes row names and column names. These are attributes that are associated with this object.

vi) Now copy and paste the following into the clipboard. Note that the first row only has three names, but the data have 4 entries per row. The first entry in each line is assumed to be the ID (name) for that row.

Name IQ Score

1 George 3 5.7

4 “Peter John” 6 8.2

and use the command 
xclip<-read.table(file="clipboard",header=TRUE)

This is one way to create column and row names. 
vii) What if you have column names but not row names? This is very common. If the clipboard contains

Age Name        IQ Score

1   George       3      5.7

4   “Peter John” 6 8.2

then use the command 

(xclip<-read.table(file="clipboard",header=TRUE,
row.names=NULL))
This creates column names and uses the default row names. See ?read.table for more details. And see the function readCH below for an easy way to do this on a regular basis.
d) (ReadIn2.R) Example of reading by copying and pasting into a script window
i) R does not seem to like having data info pasted into the command window from a text file. I have had mixed success with this.
ii) However in a script window, you can enter the command, then paste in the appropriate number of rows, and then execute appropriate commands. 

iii) Example (stdin() is the screen, the standard input device…)

Xscript<-read.table(stdin(),nrows=3)

1   1  -1   1  -1  -1

1   1   1  -1   1  -1

1  -1   1   1  -1   1

iv) You can also leave out the nrows=3 argument. If you do, you just need to enter a blank line after the last line of data to terminate the input stream.

v) You could also execute just the first command and then type the info into the window…

e) Example of reading data in from Minitab.

i) Write the data from Minitab to a text file:

Files(Other Files(Export Special Text. 
Use “ANSI Text Files”—do not use the .DAT file feature (wrong format)

ii) Find the full name of the file if you don't already know it.

Ex: C:\courses\803\week8\pb12.txt
iii) Read the data into R. The advantage to keeping the original data in a (text) file is that you can save the commands for either reuse of for a record of what you did.

Ex:


X<-read.table("C:\\courses\\803\\week8\\pb12.txt")
f) (ReadIn2.R) Example of reading data in from Excel (same for Minitab) by copying to the clipboard

i) Open up Excelxyz.xls in Excel.

ii) Copy the data, including the column headings, to the clipboard

iii) Read the data into R


(XExcel<-read.table("clipboard",head=T,sep="\t"))
iv) Note: the "\t" means that the separators are tab-delimited

v) Note: the head=T shows that partial matching of function arguments (head instead of header) is (often…) available in R, and that T may be used instead of TRUE. (Type T and then TRUE into the command window. Both evaluate to the logical value TRUE.)

Or, use the shortcut function read.delim

(XExcel2<-read.delim("clipboard"))
g) (ReadIn2.R) Example of reading data in from Excel. This works if the data form a rectangular worksheet with a first row of column names.

i) Write the data from Excel to a csv (comma separated values) file:

Files(Save As…((Save as a csv file)

ii) Use the shortcut function read.csv 

iii) Ex:

Open the file named ExcelEx.xls (note that quotes are not needed for the name “Peter John”—a good thing!)
Save the worksheet into ExcelEx.csv (you may be warned about one worksheet, formatting, etc.)

Use the command
(Xcsv<-read.csv("Excelex.csv"))
h) To get an idea of why the shortcut functions work, see ?read.table. This shows that read.csv, e.g., is simply read.table but with a different set of default arguments.

i) If you want to point and click, use the following to select the file

Xcsv2<-read.csv(file.choose())
j) This is especially useful if you don’t know the correct file reference name—for example, if the file is in another directory. I sometimes use only

file.choose()

to select a file. The resulting file name will be printed in the command window, where it can be copied and pasted into a command in the script window for instant referencing in future sessions, and for leaving a better record of your work.
Vectors, Matrices, Arrays: Some Examples

42) R has superb features for handling and manipulating rectangular data that are 1-dimensional (vectors), 2-dimensional (matrices), and higher-dimensional (arrays). Here we will just examine 1- and 2-dimensional data.

43) We begin with some examples to see how to create vectors and matrices, as well as what kind of properties they possess.
44) (Vector1.R) Creating vectors in R. 
	(x1<-c(1,2.3,2,4))
length(x1);dim(x1)
class(x1);mode(x1)
	Creating a vector using the c (combine) function. 
Properties of the vector (the “;” allows several commands to be written on one line).

	(xa<-c("apple",
   "banana","pear"))

class(xa);mode(xa)
	A vector of mode character

	(xb<-c(1,2,"apple"))

mode(xb)
	Modes cannot be mixed. Here, R coerces the numbers 1 and 2 to become characters.

	(x2<-c(11,12))

(x3<-c(x1,x2))

(xb<-c(x1,xa))
	Try to figure out what these commands will do

	rep(x2,times=3) 

# same as rep(x2,3)

rep(x2,each=2)

rep(x2,3,each=2)

rep(x1,times=1:4)


	Repeating patterns. It is better programming practice (in this case, at least) to specify “times” to distinguish it from “each”)
Various amounts of repeats

	(X1<-rep(c(-1,1),4))

(X2<-rep(c(-1,1), times=2,each=2))

(X3<-rep(c(-1,1), each=4))
	One way to make a 23 design

	seq(1,4,by=0.5)

seq(1,4,length=10)
	Creating sequences

	rep(seq(1,4,0.5),3)
	Repeating sequences


45) (Mat1.R) Creating matrices in R. Remember, you can learn more simply by ?matrix or ?diag
	(m<-matrix(1:10,5,2))
length(m);dim(m)

matrix(1:10,5,2,byrow=TRUE)

matrix(1:2,5,2)

matrix(0,5,2)
(x1<-c(1,2.3,2,4))

matrix(x1,2,2,byrow= TRUE)
	Creating a 5(2 matrix. By default, data goes in “by column.”

The more natural order
Data in first argument repeats to fill the matrix. This repeating is an example of the recycling rule.
Common example: matrix of 0’s. Again, recycling.
Filling in a matrix with data from a vector

	n<-3

matrix(c(1,rep(0,n)),n,n)

diag(rep(1,n))

diag(1:n)

(m2<-matrix(1:9,3,3))

diag(m2)
	Awkward way to make an n(n diagonal matrix. Note warning that is displayed.

Easy way—diag converts vector to diagonal matrix

Another example

Same function finds the diagonal elements of a square matrix.


46) (VMSubset.R) Subsetting vectors and matrices
	(x5<-101:110)

x5[2]

x5[3:5]

x5[seq(1,7,by=2)]

x5[c(4,10,3,1)]

x5[c(-6,-7,-10)]

x5[rep(c(FALSE,TRUE),
  times=5)]

x5>104 & x5<109

x5[x5>104 & x5<109]
	One element. Note that [] is used for subsetting
Consecutive elements

Subset of every other element

Subset, reordered

Use “–” to eliminate a subset

Logical values may be used as well

A vector of logical values. Note that this vector must have the same length as the vector to be subsetted
Used to create a subset

	(m<-matrix(1:15,5,3))

m[2,3]

m[2:4,1:2]

m[2:4,c(1,3)]

m[-2:-4,1:2]

m[2,]
matrix(m[2,],3,1)

m[2,,drop=F]


	Some subsetting examples for matrices
Selecting one column produces a vector
You make “keep” this as matrix via matrix 

Easier: use drop=F so the dimensions do not drop 

	m<5

m[m<5]

m%%3==0

m[m%%3==0]

mm<-m

mm[m<5]<-0

mm

mmm<-m

mmm[m<5]<-4:1

mmm

class(m)

class(m[2,3])

class(m[2,3,drop=F])

class(m[2:4,1:2])

class(m[1,])
	A logical matrix

If used with a logical matrix, result is a vector. See why this makes sense?


The “%%” is the modulo function

You can change a subset of a matrix, e.g.

Classes may change to a simpler form.


a) Should you keep the matrix as a matrix, or drop it to simpler form (a vector, e.g.)? Usually you can drop it to a vector (that why this is the default…)

47) (VMWork.R) Working with vectors and matrices
a) Many matrix features are available in R, and more can be added with other packages. Here are some simple examples. Remember to use ? to learn more
	(m1<-matrix(1:9,3,3))

(m2<-matrix(1:9+.1*
round(rnorm(9)*10),3,3))

sum(diag(m1))

m2%*%m1

solve(m1)

(m2.I<-solve(m2))

m2%*%m2.I

round(m2%*%m2.I,6)

qr.of.m1<-qr(m1)

qr.of.m1
qr.of.m1$rank

qr.of.m1[2]

qr.of.m1[[2]]

qr(m1)$rank

m1*m1

sqrt(sum(m1*m1))

(m<-matrix(1:15,5,3))

max(m[,2])

max(m)

apply(m,2,max)

apply(m,1,sum)
rperm<-function(x) {

   sample(x,length(x)) }

t(apply(m,1,rperm))

 
	m1 is not of full rank

m2 is of full rank (with very high probability! rnorm generates random numbers from a normal distribution)


Trace of a matrix
“%*%” is matrix multiplication 

Inverse attempts. Fails on m1, works for m2
Identity, to within machine error

Rounding results to 6 decimal places

QR decomposition of m1. Will be used to find the rank of m1. See qr function for details. You could use svd here, but qr is preferred. Also see eigen.
A list, including rank information. We will not discuss lists in this note, but they are important. They provide a simple and powerful way to “bundle” different kinds of information into one object

How to access one element of the list

A second way—but this is still a list object

Another way—this gets “inside” the list
(Find the class of each object to see this. The class qr is a special form of a list)

Or, if all you want is the rank…

Element by element multiplication


Example of finding a norm of a matrix (a measure of its size). Several norms exist. This one is ||M||=sqrt(sum of squared terms of M)

Applying functions to entire matrices, or by row or column

For each col (2=2nd dimension. What “remains”)


For each row

Define a function (randomly permute the values of x)

The apply function does not need to be a summary of the column


b) (MBind.R) Binding and filling in matrices
	cbind(m1,m2)

(m3<-matrix(0,3,3))

m3[,1]<-c(1,2,4)

m3

m3[,2]<-c(2,3,5)

m3[,3]<-c(3,4,6)

m3
	Binds their columns. There is also an rbind

If you know the final size (or a max size--you can pull out a submatrix later...) it's better to define the entire matrix up front (than using rbind, say)


c) (VObject.R) R is object-oriented, and it is much better and faster to think in terms of working on the entire object instead of pieces of it. Here are two examples.
	N<-100000

rnum<-rep(0,N)

system.time({for (i in 1:N)

  rnum[i]<-rnorm(1) })

system.time({rnum<-rnorm(N)})

x<- -N:N

system.time( {for (i in 1:N)

  if(x[i]<0) x[i]<-0 })

sum(x==0)

x<- -N:N

system.time( {x[x<0]<-0 })

sum(x==0)
	Define N and a vector of length N
Time taken using a loop (thinking of the individual elements instead of the object)

Time taken by working on the object directly (and the code is cleaner as well)

x has 200001 elements in it

Checking each element

Working on the object directly (note that x<0 is a logical vector of length 200001 that defines the subset of x that should be set to 0


Data Frames: Some Examples

48) Many data sets in statistics are rectangular (rows ( columns), and have the property that each column contains only one type of data. Two examples are Columns in Minitab’s worksheets (numeric, text, or date) and Variables in SAS’s datasets (numeric, text, date, and more).
49) (DF1.R) However, matrices in R can only be of one mode, for example “numeric” or “character”. (This called atomic in R.) The class of data called “data frame” takes care of this, by allowing rectangular data sets with possibly different modes of data in each column.

	(X1<-rep(c(-1,1),4))

(X2<-rep(c(-1,1), 2,each=2))

(X3<-rep(c("old","new"), each=4))

(X.M<-cbind(X1,X2,X3))

(X.df<-data.frame(X1,X2,X3))


	Create X1 and X2 as before, but now make X3 a character vector

A matrix, but X1 and X2 coerced to characters

A data frame. See the difference?


Also, notice that the quotes have disappeared from the character vector! To be explained…

	class(X.M)

class(X.df)

class(X.M[,3])

class(X.df[,3])

X.M[,"X3"]

X.df[,"X3"]

X.df$X3
	Class is "matrix"
Class is "data.frame"
Class of third column is "character"
Class of third column is "factor"—more useful class for statistical analysis, so this conversion (from character to factor) is done by default in R.

Matrix columns have names, and can be used

Same for data frame.

An easier way to do this. Note that this last reference method is also used for a list. A data frame is (internally) a list, but (externally) is shown as a rectangular array.


Using Data Frames

50) For these examples, I will assume that you have placed the following data into the clipboard—these data provide an example of a CCD (central composite design). (A CCD is an experimental design that is most often used in industrial settings. It allows the experimenter to fit up to a full quadratic model in the factors. Here, there are two factors, rate and time.)
rate time    Y

 140   50 30.9

 140   60 31.4

 160   50 32.4

 160   60 33.9

 150   55 34.3

 150   55 34.7

 150   55 34.4

 150   55 34.1

 150   55 34.2

 164   55 32.8

 136   55 30.0

 150   62 32.9

 150   48 31.4

51) Note. This is only a brief glimpse of how R can be used with data frames. Both simple and sophisticated statistical techniques exist for such data.

52) (DF1.R) Read in the data and make plots

	CCD<-read.table(
  "clipboard",header=TRUE)
CCD
class(CCD)

summary(CCD)

plot(CCD)
plot(CCD + 
  matrix(c(.2*rnorm(26),
  rep(0,13)),13,3))
	Read in data, then display it
Class from read.table is "data.frame" by default

Quick look at the variables.

Makes a matrix scatterplot (a method exists for plot for the class "data.frame", so the function plot.data.frame is called. See methods(plot) and ?plot.data.frame.

Add a little random noise to the rate and time    points (jittering), but not the Y points. This reveals the replication at the center point. A jitter function is also available.

	CCD$X1<-(CCD$rate-150)/10

CCD$X2<-(CCD$time-55)/5

CCD

CCD.lm<-
  lm(Y~X1+X2+X1:X2+I(X1^2)+
  I(X2^2),data=CCD)


	Created coded values for rate and time. Note the natural way that CCD is augmented (variables added to the data frame).
Fit the full 2nd order model. No output is printed—the results are stored in the object CCD.lm.

See ?lm for how to create formulas.


Notes. An interaction is specified by “:”. Also, I(X1^2) means to calculate X1^2. Otherwise X1^2 is a formula symbol. For example, (X1+X2)^2 is the same as X1+X2+X1:X2.


	CCD.lm

summary(CCD.lm)

par(mfrow=c(1,1))

plot(CCD.lm)

par(mfrow=c(2,2))

plot(CCD.lm)

CCD.lm2<-
  lm(Y~poly(X1,X2,degree=2),

  data=CCD)

summary(CCD.lm2)


	Prints a brief output.

The more usual output.

You will need to hit the Enter key several times…
See ?plot.lm for more information
Here, all plots are displayed together

Analysis using orthogonal polynomials. Here, the t-values are identical, but in many problems they won’t be.


The Search Path

53) When you use R, you have access to a very large number of objects besides the ones you create. For example plot, par, lm, and summary are some of the thousands of objects that are available to use.

54) How does R know where these are? And what happens if you define an object named summary for example?
55) (Search1.R) 

	summary

ls(pat="summary")

summary<-3

summary

ls(pat="summary")

rm(summary)

summary

ls(pat="summary")

search()

ls()

ls(".GlobalEnv")

ls(1)

length(ls())

length(ls("package:stats"))

ls(3)[1:5]

ls("package:base",pat="summary")

ls(9,pat="summary")

length(ls(9))

for(i in search()) {

  print(i)

  print(ls(i,pat="summary"))

  }
	The object is displayed. (This is a generic function, so it is just a shell.)

The object  does not exist in the workspace because the workspace only contains objects that you create.
You “accidentally” use summary as a new object

It is now “changed”

It exists in your workspace

You remove it from your workspace
It is back to its old self.
This shows a list of all the packages that are attached to your session

Here are 3 equivalent ways to list the objects in your workspace (named  .GlobalEnv)

1 is the position in the search path

The number of these objects

The number of objects in the stats package

A look at the first five

A look for summary in the base package. Found!

Same command

Many objects exist in the base package. Feel free to list them out!

One way to see all the packages that have summary objects in them. (print must be used explicitly inside a for loop.)


56) How it works… When you use the summary function, R simply goes through the list of objects in the search path, starting with position 1 and working down to the last position until it finds an object with that name (or, if not, returns an error message). When you defined summary in position 1, then summary in postion 9 was  masked.
57) Because R has so many named objects, and it is good practice to avoid masking objects, you may want to check that an object does not already exist before you create one with the same name. If I am about to create an object whose name might exist, I’ll just display it to see what happens

a # response-- Error: object "a" not found
c # response-- a listing of the function "c"

The following exist as single-letter objects when you sign onto R: c, q, t, C, D, F, I, T. 
58) Packages are groups of objects, usually related, that can be be attached to the search path. R attaches the packages you see on the search path by default, but you can attach many other packages as well. This is a great way to extend the power of R.
Installing and Attaching Packages

59) To perform the next set of steps, you will need administrative prvileges on your computer. You should have this on your computer. You are not likely to have this on a university computer, for example.

60) Suppose you want to have easy access to the data sets used in Box, Hunter, and Hunter’s Statistics for Experiments text, as well as the R functions written for that text. Such objects are available in the BHH2 package.
61) To access the package you must first install it. This simply means you need to download it onto your computer. (The resulting files go into the C:\Program Files\R\R-2.4.0\library\BHH2 folder if you are using version 2.4.0 of R, but all of this is transparent to the user.)

62) To install the package is very easy. In R, click on Packages(Install Package(s) and pick a mirror site near you. (Mirror site means that all sites have the same information. You must have access to the web to do this.) For example you might pick USA (PA 2). Next, click on the package you want to install, in this case BHH2. 

63) That’s it. The package will be installed.

64) Next, you need to load the package. This simply means that you need to add it to your search path. This is also very easy—simply click on Packages(Load Package and then, in this case, click on BHH2. Or, enter library(BHH2).
65) What has happened?

	# After attaching BHH2

search()

ls(2)

?dots

data(tomato.data)

ls()

tomato.data

	The BHH2 package (set of objects) has been added to position 2, and all the other positions after 2 have been “pushed down.”

The objects in BHH2

Learn about the dots function. Copy the examples, paste into a script window, and run it. 

If you look at the listing of objects in the help file, you will see a number of data sets listed there as well

This makes the tomato.data data frame accessible

The data object is placed in your workspace




66) When you don’t want to use the BHH2 package anymore, you can just leave it there. (it does not get loaded the next time you start R). This is what I do. Or you can detach it:
detach(2)
67) You can load it again by point and click, but 

library(BHH2)
works just as well and can be included in any script you have that uses BHH2.
68) How do you learn more about what pacakages are available? Go the R home page (http://www.r-project.org/) , click on CRAN (left side of page), click on a local mirror site, and then click on packages (left side of page).
Factors

69) (Iris1.R) Let’s take a quick look at the famous (Fisher or Anderson) Iris data set. This is one of the many example data sets that is available in R. We will use this data set here only to give you a better idea of how factors are constructed
	data()

help(iris)

str(iris)

iris[1:5,]
table(iris$Species)

index1<- c(1:10,51:55,101:115)

species<-iris$Species[index1]

class(species)

species

species=="setosa"

print(species)

print.default(species)

species==1

levels(species)

unclass(species)

as.vector(species)

as.integer(species)

species2<-as.integer(species)

attr(species2,"levels")<-
  c("setosa","versicolor",
     "virginica" )

species2

class(species2)<-"factor"

species2

all.equal(species,species2)

plot.design(iris)

help(warpbreaks)

plot.design(warpbreaks)

interaction.plot(
  warpbreaks$wool,
  warpbreaks$tension,
  warpbreaks$breaks)

summary(
  lm(Petal.Width~Species,
     data=iris))

summary(
  aov(Petal.Width~Species,
      data=iris))

summary(
  lm(Petal.Width~
     as.integer(Species),
     data=iris))

summary(
  aov(Petal.Width~
      as.integer(Species),
      data=iris))

plot(iris$Species,

   iris$Petal.Width)

plot(

  as.integer(iris$Species),

  iris$Petal.Width,

  xlab="Species")

plot(
  as.integer(iris$Species),
  jitter(iris$Petal.Width),
  xlab="Species",xaxt="n")

axis(1,
  at=1:3,
  labels=levels(iris$Species))
	Describes the data sets available in R

Gives info on the iris data set

A quick look at iris
To learn more about what a factor looks like, let’s just look at a subset of the values (150 original ones are too many for what we need)
Examples of species
Same as “species”. The generic function print is really using print.factor to display species.

Using print.default we see a different “version”!

This doesn’t work

If we remove the class factor, we see that species is really an integer vector with the attribute levels
Look at what the “as.” functions do

The following steps show you that a factor is really nothing more that an integer vector with a levels attribute that has been assigned class factor. (This is not the usual way to create a factor!)

The two objects are indistinguishable

An example of how a factor is used. This is the object-oriented approach of R.
Another example, with two factors. This is a way of creating multiple main-effect plots in one graph. Very useful with a design with 10 factors!

An interaction plot. We will soon see a cleaner way to do this

Here, both the lm and the aov functions recognize Species as a factor and assign it 2 d.f. The lm function uses contrasts to make a split, while aov groups the d.f. together

Now, only 1 d.f. is used, with the 1, 2, 3 coding

Another example of the object-oriented nature of R. Factors generate box plots.

One way to force the data themselves to be displayed

Nicer. This adds jitter to separate the ties, and uses the nice labels for the x-axis variable
“1” is the (lower) x-axis. See how levels was naturally used here?


70) Very often, you don’t need to think about how factors are created or how they are structured. But when you do, you do.
Attaching Data Frames

71) Just as packages can be attached to the search path, so can data frames.

72) This is a very common and useful way to access the objects inside the data frame more easily.
73) (Iris2.R)

	plot(iris$Sepal.Length,

  iris$Sepal.Width)

mean(Sepal.Length)

search()

attach(iris)

search()

ls(2)

mean(Sepal.Length)

plot(Sepal.Length,

  Sepal.Width)

detach(iris)

Sepal.Length<-1:150

attach(iris)

plot(Sepal.Length,

  Sepal.Width)

rm(Sepal.Length)

plot(Sepal.Length,

  Sepal.Width)

plot(Sepal.Length,

  Sepal.Width,

  col=as.integer(Species))

legend("topright",

  levels(Species),

  pch=1,col=1:3)

Sepal.Length<-1:150

plot(Sepal.Length,

  Sepal.Width)

detach(iris)

with(iris, plot(Sepal.Length,

  Sepal.Width))

attach(iris[1:50,])

search()

rm(Sepal.Length)
plot(Sepal.Length,

 Sepal.Width,

 main=search()[2])

detach(2)
	One way to make the plot. But ugly labels and lots of typing.

The Sepal.Length objects only exists within iris so this produces an error

Look at what happens

The objects are now accessible in position 2 of the search path.

This works now.

So does this. Much nicer.

Removes iris from the search path.

What happens if we define an object (with the same name) in position 1 of the search path?

You are issued a warning that Sepal.Length in position 2 is masked by Sepal.Length in position 1

This does not produce what you probably wanted.

Removing (deleting, really) the masking object from position 1 makes the plot do what you probably wanted.

A plot with colors (see how as.integer is used here?) and then legends (and note that you need to make sure the legend is correct—it is not automatically produced.) See ?par for info on pch (“plotting character”)
Back to the (likely) incorrect plot. Note that this does not change the values of Sepal.Length in the data frame iris. If you want to change values inside the data frame, this method will not work.
A way to attach a data frame for only one call (for multiple lines of code, use {} to surround them)

A subset of a data frame is also a data frame (class “data frame”), so this works. However, Sepal.Length had recently be created in position 1 of the seach path (.GlobalEnv), and needs to be removed so that the Sepal.Length in iris can be accessed (this is what we want to do)
See how the plot title worked?

Easier way to detach an awkwardly named object. But more dangerous—make sure that this is really the item in the search path that you want to detach!


Some people use attach frequently. Others feel that it is not good programming style, and use other methods, such as with, to access variables in a data frame.
Writing Functions. Two simple examples.
74) One of R’s most powerful features is that functions can be written to automate tasks or to handle complex issues that can’t be handled by the methods we have used so far. Here we will simply show a few examples of this.

75) (Function1.R) Simple examples, Note that the output of the function is determined by what you “display” on the last line of the function.
	trf<-function (x) {sum(diag(x))}

(m1<-matrix(1:9,3,3))

trf(m1)

trf

rankf<-function(x) {qr(x)$rank}

rankf(m1)
readCH<-function() {

read.table(file="clipboard",header=TRUE,row.names=NULL)

}


	Creates a function to find the trace of a matrix. (R has a trace function, but it does not find the trace of a matrix). The argument x should be a square matrix for the function to make sense, but no error checking is done here. This would also work:
trf<-function (x) sum(diag(x))

Create a square matrix
Finds the trace

Prints out the function itself

Finds the rank of a matrix. (Using the qr function is the preferred way to find the rank, according to the R gurus.) Again, no error checks.

Lets you read in data from the Clipboard for data containing column names in the first row.


Example: enter

Age Name IQ Score

1 George 3 5.7

4 "Peter John" 6 8.2 

in the clipboard and then type (you need the () )

(xclip<-readCH())


Writing Functions. Two moderate examples.
76) Possibly trimmed means
a) (Function2a.R) Say you want to examine many sets of data (but one at a time, to keep this example simpler for a moment). You want to find the sample mean of the data, but if there are any outliers in the data, you want to use a trimmed mean instead. (Whether this is good statistical practice is another question!) Here is one way to do it, with some notes following.
goodmean1<-function(data,trim=.10,outlier=3) {

# Assumes data is a numeric vector. (If a matrix, uses all data)

# find the sample mean of data. 

# If there are any outliers found by using a robust method

#  (abs(data-med(data))/mad(data) > outlier)

# then find a trimmed mean

# no checks are done in the routine.

center.x<-mean(data)

if(max(abs(data-median(data)))/mad(data)>outlier) {

   center.x<-mean(data,trim=trim)

   }

center.x # results

}

b) In the function mean(data,trim=trim), the first trim is an argument to the mean function, while the second trim is the value assigned from the goodmean1 function (by default this is 0.10, which trims 10% from each end of the data).
c) (Function2a.R) Say we generate 100 numbers from the t-distribution with 1 d.f., which is very heavy tailed. (In this answer, the trimmed value should be closer to 0 than the untrimmed value, but only with a high probability—try it.)
wild1<-rt(100,1)

goodmean1(wild1,trim=.20)

goodmean1(wild1,trim=0) # regular mean

77) All the objects created in the function are local to that function (an environment is created while the function is run, and then deleted afterwards). So, if you define the object x in the function, and you have previously defined an object x, your object is not overwritten.

78) If you need to return a more complicated set of values, the customary way to do this is in a list. Print out the function eigen to see an example. 

79) It is possible to assign values directly to objects in position 1 of the search path by using the “<<-” operator inside the function definition, but this is strongly discouraged!

80) Extending the use of the function. It is very common in R to (a) work on a problem, (b) notice that you are doing similar tasks repeatedly, (c) decide to define the tasks in a function, and (d) keep extending the use of the function by adding features to it. Here is an example.
a) Say we want to calculate goodmean1 for many sets of numbers at once. For example, if you have a 100 ( 50 matrix of numbers, you may want to find goodmean1 for each of the 50 columns of numbers.

b) (Function2b.R) Here is a function that uses goodmean1 as a base, for doing exactly this. Some notes follow.

goodmean<-function(data,trim=.10,outlier=3) {

# If data is a vector-->one result

# If data is a matrix or data frame 

# (both assumed all numeric)-->one result

#    for each column, using function goodmean1

result<-apply(as.matrix(data),2,goodmean1,

   trim=trim,outlier=outlier)

result

}

c) This function will work with vectors, matrices, and data frames that are all numeric (this is done by the function as.matrix—try it with a vector or data frame to see what it does). 

d) the function apply applies goodmean1 to each column (dimension #2—why the “2” is there) of the matrix. The trim and outlier arguments are used to pass the values of trim and outlier that have been assigned from goodmean’s list of arguments to goodmean1’s list of arguments. See ?apply for details.

e) (Function2b.R) Now let’s say we want to compare the quality of using a possibly-trimmed mean of 20% to using the sample mean. Here is how this could be done for 50 sets of 100 numbers from the t-distribution with 1 d.f. The results are stored and printed, and then side-by-side histograms are made. Note, as usual, that the R code is compact but readable (more readable the more you use it!).
wild1<-matrix(rt(100*50,1),100,50)

(trimmed<-goodmean(wild1,trim=.20))

(nottrimmed<-goodmean(wild1,trim=0)) # regular mean

par(mfrow=c(1,2));hist(trimmed);hist(nottrimmed)

An example of such histograms is given by the following (because of random numbers, you will get a different answer). It appears that goodmean is doing a good job of finding the center for these heavy-tailed data. Note that no attempt was made to use the same scaling for the two histograms.
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f) Suppose we want to find how often the goodmean results are better than the regular means results. Say we do 1000 simulations, each with 20 data points, from the t distribution with 1 d.f.  I picked a small number of data points, 20, to help ensure that the results would occasionally be the same. I rounded same to 3 decimals so that values of 0 are displayed as “0”. Try to understand what these commands are doing.
npts<-20

nsim<-1000

wild1<-matrix(rt(npts*nsim,1),npts,nsim)

trimmed<-goodmean(wild1,trim=.20)

nottrimmed<-goodmean(wild1,trim=0)

better<-sum(abs(trimmed)<abs(nottrimmed))/nsim

worse<-sum(abs(trimmed)>abs(nottrimmed))/nsim

same=round(1-better-worse,3)

list(better=better,worse=worse,same=same) # compact display

g) When I ran this, I found goodmean with a trim of 20% was better about 84% of the time.
$better

[1] 0.838

$worse

[1] 0.122

$same

[1] 0.04
How much better is it if the number of points in the sample is 50 instead of 20?

h) Note that these last set of commands could also be placed into a function to make it easy to run many combinations of npts and nsim. These many combinations could be done inside the function itself (with some apply functions or for loops).

Writing Functions. A more complex example.
81) Analysis of CCD (Central Composite Design) data.
a) Suppose you run lots of CCD experiments, with varying numbers of factors. In each experiment, you may have replicated the center and cube points, but the star points are not replicated.

b) (For simplicity of this example). The number of factors may vary in each experiment, but there is always one response (last column of the data frame).

c) You’d like to have an automatic way to process these data, and you’d like to do it using matrix techniques directly so you can expand the results later if you wish to.

d) You want the option of fitting any type of model up to a full quadratic. You want to be able to specify the most common models easily.
e) For each model, you want an analysis done. One function will be written for this analysis.

f) You also want residual plots and Cook’s distance plots for the analysis. A second function will be written to do this.

82) Let’s consider the CCD example again (rate, time, Y). I will assume that the data (13 rows and 3 columns) have been stored in the data frame CCD as was done earlier. Note that your version of CCD may have 5 columns by now. To keep only the first three, use the command CCD<-CCD[,1:3], or simply reenter the data using the clipboard.
83) (CCDf.R) Here is the first function, which includes comments to be self-explanatory. Notes:

a) There are many ways that such a function could be written and many ways to decide on what should be output and how to arrange it! This is simply one way to do it.

b) In particular, there are many ways to explain what model to analyze. 

c) More notes will follow.
CCDf<-function(df, nfacts=2, model="full", pars=rep(1,1+2*nfacts+nfacts*(nfacts-1)/2)) {

 # Fits CCD to nfacts factors (assumed to be in 1st nfacts cols of df.

 # Uses last column of df as the response

 # Fits user specified model, given in one of two ways

 # If model="special" (pmatched) the pars is used, which must contain

 #   a sequence of 0's and 1's, in this order

 # (Constant, linear terms, pure quad, cross product), 

 #     each in turn in lexicographical order. For example, if

 # nfacts=2 ==> length(pars)=6, and 

 # pars=c(1,1,1,1,0) is 1+X1+X2+X1^2

 # Other options for model are "linear" "quadratic" (no interactions) 

 #     "interactions" (no quadratics) and "full"

 # Result is a list that contain info on the fit, the beta-hats, etc.

 # Ex: CCDf(CCD,model="i")

 # Check: df should have only factors and one response column

if(ncol(df)!=(nfacts+1)) {stop("number of columns of df argument is wrong")} 

 nterms.full<-1+2*nfacts+nfacts*(nfacts-1)/2 # N of terms in full quad

 which.model<-pmatch(model,c("special","linear","quadratic","interactions","full"))

if(which.model==1) {

   len.pars<-length(pars)

   if (nterms.full!=len.pars) {stop("Length of pars argument is wrong")}

   }

else {

  if(which.model==5){pars<-rep(1,nterms.full)} # full model

  else {

    pars<-rep(0,nterms.full) # fill pars to correct length, all 0's for now

    pars[1:(nfacts+1)]<- 1 # all have constant and linear terms

    if(which.model==3) {pars[1:(2*nfacts+1)]<- 1} # quadratic

    if(which.model==4) {pars[(2*nfacts+2):nterms.full]<- 1} # interactions

    }

  }

nrow.df<-nrow(df)

X.full<-matrix(0,nrow.df,nterms.full) # the X matrix for the full model

X<-matrix(0,nrow.df,sum(pars)) 
     # the regression X matrix for actual model. 

     # No check that pars must only contain 0's and 1's !

x<-matrix(0,nrow(df),nfacts) # stores the coded factors

# Create coded vectors x[,i]

for(i in 1:nfacts) {

  low<-sort(df[,i])[2]; high<-sort(df[,i])[nrow.df-1] 

    # low and high values of ith factor, excluding star points.

  x[,i]<-(df[,i]-(low+high)/2)/ ( (high-low)/2 ) # coded values\

  }

# Fill the X.full matrix.

# Get a placeholder for column names

X.full.colnames<-rep("",nterms.full) 

# First, constant term

X.full[,1]<-rep(1,nrow.df); X.full.colnames[1]<-"1"

# Next, linear and pure quadratics

for(i in 1:nfacts) {

  X.full[,i+1]<-x[,i]

    X.full.colnames[i+1]<-LETTERS[i] # built-in vector

  X.full[,nfacts+i+1]<-x[,i]*x[,i]

    X.full.colnames[nfacts+i+1]<-paste(LETTERS[i],"2",sep="")

  }

# Last, interactions

k<-1+2*nfacts+1 # counter

for(i in 1:(nfacts-1)) {

  for(j in (i+1):nfacts) {

    X.full[,k]<-x[,i]*x[,j]

      X.full.colnames[k]<-paste(LETTERS[i],LETTERS[j],sep="")

    k<-k+1

    }

  }

colnames(X.full)<-X.full.colnames # assigns column names

X<-X.full[,as.logical(pars)] 
# converts 1, 0 to TRUE, FALSE for subset selection

Y<-df[,nfacts+1] # assumes this is where the response is

XpXinv<-solve(t(X)%*%X)

b<-XpXinv%*%t(X)%*%Y

Yhat<-X%*%b

res<-Y-Yhat

h<-diag(X%*%XpXinv%*%t(X))

s.df<-nrow.df-sum(pars)

s<-sqrt(sum(res*res)/s.df)

b.se<-s*sqrt(diag(XpXinv))

b.t<-round(b/b.se,2)

b.P<-round((1-pt(abs(b.t),s.df))*2,4)

b.info<-cbind(b,b.se,b.t,b.P)

colnames(b.info)<-c("b","b.se","b.t","b.P")

fit.info<-cbind(Yhat,res,h)

colnames(fit.info)<-c("Yhat","res","h")

coded.names<-paste(colnames(CCD)[1:2],"=",LETTERS[1:2],sep="")

list(coded.names=coded.names,pars=pars,s=s,b.info=b.info,
fit.info=fit.info) # collect the results and output them.
}

d) The pmatch command searches for a pattern. If model is “quadratic”, “quad”, “q”, etc. (enough information to distinguish a value from the other values), it will assign which.model the value of  3, because “quadratic” is the 3rd argument.

e) A full matrix (full quadratic) is always created, and then the pars vector is used to get a subset of this matrix.

f) low and high find the values of each column that correspond to the (1 settings on the coded scale. This only works when there is no replication of the star points. This could be checked in the routine, but it is not.
g) Column names are added to this full matrix, using the letters A, B, … for factors, A2, B2, for the pure quadratics, and AB, etc. for the interaction terms.

h) The paste function concatenates character strings and the sep="" argument is used to avoid having spaces entered between the strings.
i) The as.logical function converts the 1’s and 0’s of pars to TRUE and FALSE, which is used to find the actual X matrix used for modeling.

j) Then the matrix calculations are done. This is not the best way to do it numerically, but for coded designed experiments it should work fine.

k) The key results are calculated and then stored in a list. This is a very powerful feature of lists—many different types of data can be stored together as a group.

l) One way to execute the commands that defines this function is to open the CCDf.R file, highlight all the commands (with CTRL-A, say), and then execute them all with CTRL-R. A way to do this directly from the command line would be to use the source command—source("CCDf.R").

84) Run this for the CCD data set, using the default full model:

CCDf(CCD)
Results are 

$coded.names

[1] "rate=A" "time=B"

$pars

[1] 1 1 1 1 1 1

$s

[1] 0.2859420

$b.info

            b      b.se    b.t    b.P

1  34.3365825 0.1278667 268.53 0.0000

A   1.0000000 0.1016050   9.84 0.0000

B   0.5176768 0.1016050   5.09 0.0014

A2 -1.3892793 0.1099873 -12.63 0.0000

B2 -1.0066263 0.1099873  -9.15 0.0000

AB  0.2500000 0.1429710   1.75 0.1236

$fit.info

          Yhat         res         h

 [1,] 30.67300  0.22699987 0.6300702

 [2,] 31.20835  0.19164634 0.6300702

 [3,] 32.17300  0.22699987 0.6300702

 [4,] 33.70835  0.19164634 0.6300702

 [5,] 34.33658 -0.03658248 0.1999674

 [6,] 34.33658  0.36341752 0.1999674

 [7,] 34.33658  0.06341752 0.1999674

 [8,] 34.33658 -0.23658248 0.1999674

 [9,] 34.33658 -0.13658248 0.1999674

[10,] 33.01360 -0.21359501 0.6199706

[11,] 30.21360 -0.21359501 0.6199706

[12,] 33.08834 -0.18834248 0.6199706

[13,] 31.63885 -0.23884753 0.6199706
85) We see that only AB is not active, so rerun using one of the commands below
CCDf(CCD,model=”q”)
CCDf(CCD,model=”quad”)
CCDf(CCD,model=”qu”)
CCDf(CCD,model=”s”,pars=c(1,1,1,1,1,0))
For example, including a storage and display of the results

(CCD.pquad<-CCDf(CCD,model=”q”))
86) (CCDplot.R) Next, let’s make a companion function for CCDf, to makes key plots.
a) Some explanatory notes will follow.
CCDplot<-function(CCDSumm) {

# Takes the output from CCCf and makes 4 diagnostic plots

#    std.res vs. fits and (std.res, leverage, Cooks) vs. row.index

# No checks are made of input

# Note that "outlier" limits could be added 

#    to the arguments of the function

# Ex: CCDplot(CCDop)

par(mfrow=c(2,2)) # arrange 4 plots on the page.

res<-CCDSumm$fit.info[,"res"] # store residuals, ... for readability

fits<-CCDSumm$fit.info[,"Yhat"]

h<-CCDSumm$fit.info[,"h"]

row.index<-1:length(res) # create row index and std res.

std.res<-res/sqrt(1-h)

nterms<-nrow(CCDSumm$b.info)

ndatapts<-length(res)

Cooks<-(std.res*std.res/nterms)*h/(1-h) # Cooks distance

# create plotting limits. Used to ensure that

#  "outlier" lines can be drawn on the graphs

std.res.lim<-c(min(-3,min(std.res)),max(3,max(std.res)))

# std.res vs. yhat and row.index with limits at +/-3

plot(fits,std.res,ylab="std res",ylim=std.res.lim)

abline(h=c(-3,3),col="red",lty=2)

plot(row.index,std.res,xlab="row index",ylab="std res",ylim=std.res.lim)

abline(h=c(-3,3),col="red",lty=2)

# Same idea for leverage, Using "2p/n" rule

h.outlier.lim<-2*nterms/ndatapts

h.lim<-c(0,max(h.outlier.lim,max(h)))

plot(row.index,h,xlab="row index",ylab="leverage",ylim=h.lim)

abline(h=h.outlier.lim,col="red",lty=2)

# Finally, Cook's distance, using 1 as the outlier limit.

Cooks.outlier.lim<-1

Cooks.lim<-c(0,max(Cooks.outlier.lim,max(Cooks)))

plot(row.index,Cooks,xlab="row index",ylab="Cook's Distance",ylim=Cooks.lim)

abline(h=Cooks.outlier.lim,col="red",lty=2)

}

b) abline, as used here, draws reference lines. Limits drawn on the plot are common ones, but these could be added as arguments to the function if desired.
c) Results for the quadratic model can be found by using CCDplot(CCD.pquad). Results are as follows. All results appear to be good. 

[image: image9.emf]31 32 33 34

-3

-2

-1

0

1

2

3

fits

std res

2 4 6 8 10 12

-3

-2

-1

0

1

2

3

row index

std res

2 4 6 8 10 12

0.0

0.2

0.4

0.6

0.8

row index

leverage

2 4 6 8 10 12

0.0

0.2

0.4

0.6

0.8

1.0

row index

Cook's Distance


d) Note that these plots could be used with any regression model, not just CCD’s, as long as the input to the function has the right structure. For example, this function could be extended to use the results of the lm command, e.g., and possibly other information (such as leverage values) to easily create such plots for all regressions that you run.

e) It is possible to be more sophisticated that this. Recall that another way to analyze the CCD and to make up plots was through the lm command:
CCD$X1<-(CCD$rate-150)/10; CCD$X2<-(CCD$time-55)/5

CCD.lm<-lm(Y~X1+X2+X1:X2+I(X1^2)+I(X2^2),data=CCD)

summary(CCD.lm)

plot(CCD.lm)
When the plot function was used, it recognized that CCD.lm was of class “lm” and so it used the plot.lm function. It would be possible, by way of the CCDf and other functions to create and name a new class called “CCD” and write the function plot.CCD to create the plots as shown. But that is beyond the scope of this note.
Closing Thoughts

This introduction to R was meant to show you how to install it, to set up different R projects, to give you a feel for how R inputs and manipulates data, and how to write simple functions. 
Want to really learn R? Force yourself to use it as your only package for data manipulation, statistical analysis, and graphs, and use some of the large number of resources to help you. R is a powerful language, and part of the price of learning it are “humps” to overcome in learning its power.

If you have any comments or suggestions for improvement on this introduction to R, please let me know. Thanks!






� There are better ways to do this. You can simply put a shortcut to R in the Windows Task Manager or the Desktop. Then just it from there to the directory of interest. (Make sure you are dragging a copy of the shortcut and not the shortcut itself (Don’t know how? Sorry, this isn’t a course on Windows.) 
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CCDf.R

CCDf<-function(df, nfacts=2, model="full", pars=rep(1,1+2*nfacts+nfacts*(nfacts-1)/2)) {

 

# Fits a CCD to nfacts factors (assumed to be in first nfacts cols of df.

# Uses last column of df as the response

# Fits user specified model, given in one of two ways

# If model="special" (pmatched) the pars is used, which must contain

#   a sequence of 0's and 1's, in this order

# (Constant, linear terms, pure quad, cross product), 

#     each in turn in lexicographical order. For example, if

# nfacts=2 ==> length(pars)=6, and 

# pars=c(1,1,1,1,0) is 1+X1+X2+X1^2

# Other options for model are "linear" "quadratic" (no interactions) 

#     "interactions" (no quadratics) and "full"

 

# Result is a list that contain info on the fit, the beta-hats, etc.



# Ex: CCDf(CCD,model="i")

 

# Check: df should have only factors and one response column

if(ncol(df)!=(nfacts+1)) {stop("number of columns of df argument is wrong")} 

 

 nterms.full<-1+2*nfacts+nfacts*(nfacts-1)/2 # N of terms in full quad

 which.model<-pmatch(model,c("special","linear","quadratic","interactions","full"))

 

if(which.model==1) {

   len.pars<-length(pars)

   if (nterms.full!=len.pars) {stop("Length of pars argument is wrong")}

   }

else {

  if(which.model==5){pars<-rep(1,nterms.full)} # full model

  else {

    pars<-rep(0,nterms.full) # fill pars to correct length, all 0's for now

    pars[1:(nfacts+1)]<- 1 # all have constant and linear terms

    if(which.model==3) {pars[1:(2*nfacts+1)]<- 1} # quadratic

    if(which.model==4) {pars[(2*nfacts+2):nterms.full]<- 1} # interactions

    }

  }

nrow.df<-nrow(df)

X.full<-matrix(0,nrow.df,nterms.full) # the X matrix for the full model

X<-matrix(0,nrow.df,sum(pars)) 

     # the regression X matrix for actual model. 

     # No check that pars must only contain 0's and 1's !



x<-matrix(0,nrow(df),nfacts) # stores the coded factors



# Create coded vectors x[,i]

for(i in 1:nfacts) {

  low<-sort(df[,i])[2]; high<-sort(df[,i])[nrow.df-1] 

    # low and high values of ith factor, excluding star points.

  x[,i]<-(df[,i]-(low+high)/2)/ ( (high-low)/2 ) # coded values\

  }



# Fill the X.full matrix.



# Get a placeholder for column names

X.full.colnames<-rep("",nterms.full) 





# First, constant term

X.full[,1]<-rep(1,nrow.df); X.full.colnames[1]<-"1"



# Next, linear and pure quadratics

for(i in 1:nfacts) {

  X.full[,i+1]<-x[,i]

    X.full.colnames[i+1]<-LETTERS[i] # built-in vector

  X.full[,nfacts+i+1]<-x[,i]*x[,i]

    X.full.colnames[nfacts+i+1]<-paste(LETTERS[i],"2",sep="")

  }



# Last, interactions



k<-1+2*nfacts+1 # counter

for(i in 1:(nfacts-1)) {

  for(j in (i+1):nfacts) {

    X.full[,k]<-x[,i]*x[,j]

      X.full.colnames[k]<-paste(LETTERS[i],LETTERS[j],sep="")

    k<-k+1

    }

  }



colnames(X.full)<-X.full.colnames # assigns column names



X<-X.full[,as.logical(pars)] 

# converts 1, 0 to TRUE, FALSE for subset selection



Y<-df[,nfacts+1] # assumes this is where the response is



XpXinv<-solve(t(X)%*%X)

b<-XpXinv%*%t(X)%*%Y



Yhat<-X%*%b

res<-Y-Yhat

h<-diag(X%*%XpXinv%*%t(X))



s.df<-nrow.df-sum(pars)

s<-sqrt(sum(res*res)/s.df)



b.se<-s*sqrt(diag(XpXinv))

b.t<-round(b/b.se,2)

b.P<-round((1-pt(abs(b.t),s.df))*2,4)



b.info<-cbind(b,b.se,b.t,b.P)

colnames(b.info)<-c("b","b.se","b.t","b.P")



fit.info<-cbind(Yhat,res,h)

colnames(fit.info)<-c("Yhat","res","h")

coded.names<-paste(colnames(CCD)[1:2],"=",LETTERS[1:2],sep="")



list(coded.names=coded.names,pars=pars,s=s,b.info=b.info,

fit.info=fit.info) # collect the results and output them.



}








CCDplot.R

CCDplot<-function(CCDSumm) {



# Takes the output from CCCf and makes 4 diagnostic plots

#    std.res vs. fits and (std.res, leverage, Cooks) vs. row.index

# No checks are made of input

# Note that "outlier" limits could be added 

#    to the arguments of the function



# Ex: CCDplot(CCDop)



par(mfrow=c(2,2)) # arrange 4 plots on the page.

res<-CCDSumm$fit.info[,"res"] # store residuals, ... for readability

fits<-CCDSumm$fit.info[,"Yhat"]

h<-CCDSumm$fit.info[,"h"]



row.index<-1:length(res) # create row index and std res.

std.res<-res/sqrt(1-h)

nterms<-nrow(CCDSumm$b.info)

ndatapts<-length(res)



Cooks<-(std.res*std.res/nterms)*h/(1-h) # Cooks distance



# create plotting limits. Used to ensure that

#  "outlier" lines can be drawn on the graphs

std.res.lim<-c(min(-3,min(std.res)),max(3,max(std.res)))



# std.res vs. yhat and row.index with limits at +/-3

plot(fits,std.res,ylab="std res",ylim=std.res.lim)

abline(h=c(-3,3),col="red",lty=2)



plot(row.index,std.res,xlab="row index",ylab="std res",ylim=std.res.lim)

abline(h=c(-3,3),col="red",lty=2)



# Same idea for leverage, Using "2p/n" rule

h.outlier.lim<-2*nterms/ndatapts

h.lim<-c(0,max(h.outlier.lim,max(h)))

plot(row.index,h,xlab="row index",ylab="leverage",ylim=h.lim)

abline(h=h.outlier.lim,col="red",lty=2)



# Finally, Cook's distance, using 1 as the outlier limit.

Cooks.outlier.lim<-1

Cooks.lim<-c(0,max(Cooks.outlier.lim,max(Cooks)))

plot(row.index,Cooks,xlab="row index",ylab="Cook's Distance",ylim=Cooks.lim)

abline(h=Cooks.outlier.lim,col="red",lty=2)



}








Density.R

par(mfrow=c(1,1))

random.t<- rt(1000,10)

rt.density<-density(random.t)

class(rt.density)

plot(rt.density)






DF1.R

(X1<-rep(c(-1,1),4))

(X2<-rep(c(-1,1), 2,each=2))

(X3<-rep(c("old","new"), each=4))





(X.M<-cbind(X1,X2,X3))



(X.df<-data.frame(X1,X2,X3))



class(X.M)

class(X.df)



class(X.M[,3])

class(X.df[,3])



X.M[,"X3"]

X.df[,"X3"]

X.df$X3







CCD<-read.table("clipboard",header=TRUE)

CCD



class(CCD)

summary(CCD)

plot(CCD)

plot(CCD + matrix(c(.2*rnorm(26),rep(0,13)),13,3))



CCD$X1<-(CCD$rate-150)/10

CCD$X2<-(CCD$time-55)/5

CCD



CCD.lm<-lm(Y~X1+X2+X1:X2+I(X1^2)+I(X2^2),data=CCD)



CCD.lm

summary(CCD.lm)

par(mfrow=c(1,1))

plot(CCD.lm)



par(mfrow=c(2,2))

plot(CCD.lm)



CCD.lm2<-lm(Y~poly(X1,X2,degree=2),data=CCD)

summary(CCD.lm2)












Function1.R

trf<-function (x) {sum(diag(x))}





(m1<-matrix(1:9,3,3))

trf(m1)

trf



rankf<-function(x) {qr(x)$rank}

rankf(m1)



readCH<-function() {

  read.table(file="clipboard",header=TRUE,row.names=NULL)

}

readCH()








Function2a.R

goodmean1<-function(data,trim=.10,outlier=3) {



# Assumes data is a numeric vector. (If a matrix, uses all data)



# find the sample mean of data. 

# If there are any outliers found by using a robust method

#  (abs(data-med(data))/mad(data) > outlier)

# then find a trimmed mean

# no checks are done in the routine.



center.x<-mean(data)

if(max(abs(data-median(data)))/mad(data)>outlier) {

   center.x<-mean(data,trim=trim)

   }

center.x # results

}





wild1<-rt(100,1)

goodmean1(wild1,trim=.20)

goodmean1(wild1,trim=0) # regular mean








Function2b.R

goodmean<-function(data,trim=.10,outlier=3) {



# If data is a vector-->one result

# If data is a matrix or data frame 

# (both assumed all numeric)-->one result

#    for each column, using function goodmean1



result<-apply(as.matrix(data),2,goodmean1,

   trim=trim,outlier=outlier)

result

}



wild1<-matrix(rt(100*50,1),100,50)

(trimmed<-goodmean(wild1,trim=.20))

(nottrimmed<-goodmean(wild1,trim=0)) # regular mean

par(mfrow=c(1,2));hist(trimmed);hist(nottrimmed)





npts<-20

nsim<-1000

wild1<-matrix(rt(npts*nsim,1),npts,nsim)

trimmed<-goodmean(wild1,trim=.20)

nottrimmed<-goodmean(wild1,trim=0)

better<-sum(abs(trimmed)<abs(nottrimmed))/nsim

worse<-sum(abs(trimmed)>abs(nottrimmed))/nsim

same=round(1-better-worse,3)

list(better=better,worse=worse,same=same) # compact display










Intro.R

3*4

1:5

3*(1:5)

outer(1:12,1:12)

x<-2:6

(x<-2:6)

(x2<-x*x)

m<-outer(1:12,1:12,"+"))

m

class(x)

class(m);mode(m)

mode

plot(x2)

plot(x,x2)

x.rand<-rnorm(100,2,5)

hist(x.rand)

summary(x.rand)

qqnorm(x.rand)






Mat1.R

(m<-matrix(1:10,5,2))

length(m);dim(m)

matrix(1:10,5,2,byrow=TRUE)

matrix(1:2,5,2)

matrix(0,5,2)

(x1<-c(1,2.3,2,4))

matrix(x1,2,2,byrow= TRUE)



n<-3

matrix(c(1,rep(0,n)),n,n)

diag(rep(1,n))

diag(1:n)



(m2<-matrix(1:9,3,3))

diag(m2)








MBind.R

cbind(m1,m2)



(m3<-matrix(0,3,3))

m3[,1]<-c(1,2,4)

m3

m3[,2]<-c(2,3,5)

m3[,3]<-c(3,4,6)

m3










Objects.R

ls()

ls(pat="x")

ls(pat="^x")

ls.str()





rm(x2)

rm(list=c("x","x.rand"))

rm(list=ls(pat="^x"))



# Example of saving a subset of objects

y2<-rchisq(50,df=2)

y3<-rchisq(50,df=3)

save(y2,y3,file="y2y3.Rdata")



rm(y2,y3)

ls() # y2 and y3 have been deleted from the workspace



load("y2y3.Rdata")

ls()



write.table(cbind(y2,y3),file="y2y3.txt")

file.choose()

write.table(cbind(y2,y3),row.names=FALSE,quote=FALSE,file="y2y3.txt")

file.choose()



write.table(cbind(y2,y3),row.names=FALSE,quote=FALSE,sep="\t",file="clipboard")










ReadIn2.R

# Next two lines are meant to be copied to the clipboard

1 George 3 5.7

4 "Peter John" 6 8.2



# Read in data by

(xclip<-read.table(file="clipboard"))



# Next three lines are meant to be copied to the clipboard

Name IQ Score

1 George 3 5.7

4 "Peter John" 6 8.2



# Read in data by

(xclip<-read.table(file="clipboard",header=TRUE))



# Next three lines are meant to be copied to the clipboard

Age Name IQ Score

1 George 3 5.7

4 "Peter John" 6 8.2



# Read in data by

(xclip<-read.table(file="clipboard",header=TRUE,row.names=NULL))



# Read in data from the script window directly. Try this one line at a time.X

Xscript<-read.table(stdin(),nrows=3)

1   1  -1   1  -1  -1

1   1   1  -1   1  -1

1  -1   1   1  -1   1





# For reading in data from Excel, by copying from the clipboard

#  (including column names)

(XExcel<-read.table("clipboard",head=T,sep="\t"))



(XExcel2<-read.delim("clipboard"))



# For reading in data from Excel via the csv format

(Xcsv<-read.csv("Excelex.csv"))



Xcsv2<-read.csv(file.choose())



file.choose()










ReadIn.R

(X<-read.table("pb12.txt"))

class(X)

colnames(X)



dimnames(X)



(Xvec<-scan("pb12.txt"))










Regr2.R

CCDf<-function(df, nfacts=2, model="full", pars=rep(1,1+2*nfacts+nfacts*(nfacts-1)/2)) {

 

 # Fits a CCD to nfacts factors (assumed to be in first nfacts cols of df.

 # Uses last column of df as the response

 # Fits user specfied model, given in one of two ways

 # If model="special" (pmatched) the pars is used, which must contain

 #   a sequence of 0's and 1's, in this order

 # (Constant, linear terms, pure quad, cross product), 

 #     each in turn in lexicographical order. For example, if

 # nfacts=2 ==> length(pars)=6, and 

 # pars=c(1,1,1,1,0) is 1+X1+X2+X1^2

 # Other options for model are "linear" "quadratic" (no interactions) 

 #     "interactions" (no quadratics) and "full"

 

 # Result is a list that contain info on the fit, the beta-hats, etc.



 # Ex: CCDf(CCD,model="i")

 

 # Check: df should have only factors and one response column

if(ncol(df)!=(nfacts+1)) {stop("number of columns of df argument is wrong")} 

 

 nterms.full<-1+2*nfacts+nfacts*(nfacts-1)/2 # N of terms in full quad

 which.model<-pmatch(model,c("special","linear","quadratic","interactions","full"))

 

if(which.model==1) {

   len.pars<-length(pars)

   if (nterms.full!=len.pars) {stop("Length of pars argument is wrong")}

   }

else {

  if(which.model==5){pars<-rep(1,nterms.full)} # full model

  else {

    pars<-rep(0,nterms.full) # fill pars to correct length, all 0's for now

    pars[1:(nfacts+1)]<- 1 # all have constant and linear terms

    if(which.model==3) {pars[1:(2*nfacts+1)]<- 1} # quadratic

    if(which.model==4) {pars[(2*nfacts+2):nterms.full]<- 1} # interactions

    }

  }

pars}










RegrEx.R

CCDf<-function(df, nfacts=2, model="full", pars=rep(1,1+2*nfacts+nfacts*(nfacts-1)/2)) {

 

 # Fits a CCD to nfacts factors (assumed to be in first nfacts cols of df.

 # Uses last column of df as the response

 # Fits user specfied model, given in one of two ways

 # If model="special" (pmatched) the pars is used, which must contain

 #   a sequence of 0's and 1's, in this order

 # (Constant, linear terms, pure quad, cross product), 

 #     each in turn in lexicographical order. For example, if

 # nfacts=2 ==> length(pars)=6, and 

 # pars=c(1,1,1,1,0) is 1+X1+X2+X1^2

 # Other options for model are "linear" "quadratic" (no interactions) 

 #     "interactions" (no quadratics) and "full"

 

 # Result is a list that contain info on the fit, the beta-hats, etc.



 # Ex: CCDf(CCD,model="i")

 

 # Check: df should have only factors and one response column

if(ncol(df)!=(nfacts+1)) {stop("number of columns of df argument is wrong")} 

 

 nterms.full<-1+2*nfacts+nfacts*(nfacts-1)/2 # N of terms in full quad

 which.model<-pmatch(model,c("special","linear","quadratic","interactions","full"))

 

if(which.model==1) {

   len.pars<-length(pars)

   if (nterms.full!=len.pars) {stop("Length of pars argument is wrong")}

   }

else {

  if(which.model==5){pars<-rep(1,nterms.full)} # full model

  else {

    pars<-rep(0,nterms.full) # fill pars to correct length, all 0's for now

    pars[1:(nfacts+1)]<- 1 # all have constant and linear terms

    if(which.model==3) {pars[1:(2*nfacts+1)]<- 1} # quadratic

    if(which.model==4) {pars[(2*nfacts+2):nterms.full]<- 1} # interactions

    }

  }

nrow.df<-nrow(df)

X.full<-matrix(0,nrow.df,nterms.full) # the X matrix for the full model

X<-matrix(0,nrow.df,sum(pars)) # the regression X matrix for actual model. 

           # No check that pars must only contain 0's and 1's !



x<-matrix(0,nrow(df),nfacts) # stores the coded factors



# Create coded vectors x[,i]

for(i in 1:nfacts) {

  low<-sort(df[,i])[2]; high<-sort(df[,i])[nrow.df-1] 

    # low and high values of ith factor, excluding star points.

  x[,i]<-(df[,i]-(low+high)/2)/ ( (high-low)/2 ) # coded values\

  }



# Fill the X.full matrix.



# Get a placeholder for column names

X.full.colnames<-rep("",nterms.full) 





# First, constant term

X.full[,1]<-rep(1,nrow.df); X.full.colnames[1]<-"1"



# Next, linear and pure quadratics

for(i in 1:nfacts) {

  X.full[,i+1]<-x[,i]

    X.full.colnames[i+1]<-LETTERS[i] # built-in vector

  X.full[,nfacts+i+1]<-x[,i]*x[,i]

    X.full.colnames[nfacts+i+1]<-paste(LETTERS[i],"2",sep="")

  }



# Last, interactions



k<-1+2*nfacts+1 # counter

for(i in 1:(nfacts-1)) {

  for(j in (i+1):nfacts) {

    X.full[,k]<-x[,i]*x[,j]

      X.full.colnames[k]<-paste(LETTERS[i],LETTERS[j],sep="")

    k<-k+1

    }

  }



colnames(X.full)<-X.full.colnames # assigns column names



X<-X.full[,as.logical(pars)] # converts 1, 0 to TRUE, FALSE for subset selection



Y<-df[,nfacts+1] # assumes this is where the response is



XpXinv<-solve(t(X)%*%X)

b<-XpXinv%*%t(X)%*%Y



Yhat<-X%*%b

res<-Y-Yhat

h<-diag(X%*%XpXinv%*%t(X))



s.df<-nrow.df-sum(pars)

s<-sqrt(sum(res*res)/s.df)



b.se<-s*sqrt(diag(XpXinv))

b.t<-round(b/b.se,2)

b.P<-round((1-pt(abs(b.t),s.df))*2,4)



b.info<-cbind(b,b.se,b.t,b.P)

colnames(b.info)<-c("b","b.se","b.t","b.P")



fit.info<-cbind(Yhat,res,h)

colnames(fit.info)<-c("Yhat","res","h")

coded.names<-paste(colnames(CCD)[1:2],"=",LETTERS[1:2],sep="")



list(coded.names=coded.names,pars=pars,s=s,b.info=b.info,fit.info=fit.info)



}





CCDplot<-function(CCDSumm) {



# Takes the output from CCCf and makes 4 diagnostic plots

#    std.res vs fits and (std.res, leverage, Cooks) vs row.index

# No checks are made of input

# Note that "outlier" limits could be added 

#    to the arguments of the function



# Ex: CCDplot(CCDop)



par(mfrow=c(2,2)) # arrange 4 plots on the page.

res<-CCDSumm$fit.info[,"res"] # store residuas, ... for readability

fits<-CCDSumm$fit.info[,"Yhat"]

h<-CCDSumm$fit.info[,"h"]



row.index<-1:length(res) # create row index and std res.

std.res<-res/sqrt(1-h)

nterms<-nrow(CCDSumm$b.info)

ndatapts<-length(res)



Cooks<-(std.res*std.res/nterms)*h/(1-h) # Cooks distance



# create plotting limits. Used to ensure that

#  "outlier" lines can be drawn on the graphs

std.res.lim<-c(min(-3,min(std.res)),max(3,max(std.res)))



# std.res vs yhat and row.index with limits at +/-3

plot(fits,std.res,ylab="std res",ylim=std.res.lim)

abline(h=c(-3,3),col="red",lty=2)



plot(row.index,std.res,xlab="row index",ylab="std res",ylim=std.res.lim)

abline(h=c(-3,3),col="red",lty=2)



# Same idea for leverage, Using "2p/n" rule

h.outlier.lim<-2*nterms/ndatapts

h.lim<-c(0,max(h.outlier.lim,max(h)))

plot(row.index,h,xlab="row index",ylab="leverage",ylim=h.lim)

abline(h=h.outlier.lim,col="red",lty=2)



# Finally, Cook's distance, using 1 as the outlier limit.

Cooks.outlier.lim<-1

Cooks.lim<-c(0,max(Cooks.outlier.lim,max(Cooks)))

plot(row.index,Cooks,xlab="row index",ylab="Cook's Distance",ylim=Cooks.lim)

abline(h=Cooks.outlier.lim,col="red",lty=2)



}






Sinx2.R

x<-seq(0,30,.1)

y<-sin(x)



plot(x,y,type="n")

for(k in 1:8) {

  y<-sin(x)*exp(-x/k)

  lines(x,y,col=k)

  }



# More info on colors ...



?palette



palette() # displays the current palette



palette(rainbow(8)) # Then run the plotting commands again. Try palette() again!



palette("default")  # back to the default



colors() # to see the list of named colors.



# Back to the plotting



par(mfrow=c(3,3))

for(k in 1:8) {

  y<-sin(x)*exp(-x/k)

  plot(x,y,type="l",

     ylim=c(-1,1))

  }



# The next plot will go into the last remaining area

plot.new()

plot.window(xlim = c(0, 1),ylim = c(0, 1), asp = 1)

text(.5,.75,"Sin functions",cex=2,col="royalblue3")

text(.5,.4, expression(sin( phi) ~~ e^{-frac(phi,k)} ),cex=2.5)

box()

?plotmath # for more details on mathematical expressions

?graphics # for a listing of the the graphics functions

?par # for more info on graphical parameters, such as mfrow

 

# Can you make these plots again, but by using different colors for each? 








Sinx.R

?seq

x<-seq(0,30,by=.1)

x

y<-sin(x)*exp(-x/10)

plot(x,y)

?plot

plot(x,y,type="l")



class(x)

class(sin)

plot(sin,-pi,2*pi)

methods(plot)

?plot.function

?plot.default



plot(x<-seq(0,30,by=.1),sin(x)*exp(-x/10),type="l",xlab="x")








TrimEx.R

goodmean1<-function(data,trim=.10,outlier=3) {



# Assumes data is a numeric vector. (If a matrix, uses all data)



# find the sample mean of data. 

# If there are any outliers found by using a robust method

#  (abs(data-med(data))/mad(data) > outlier)

# then find a trimmed mean

# no checks are done in the routine.



center.x<-mean(data)

if(max(abs(data-median(data)))/mad(data)>outlier) {

  center.x<-mean(data,trim=trim)

  }



center.x # results

}





# Example: 100 numbers from the t-distribution with 1 d.f.



wild1<-rt(100,1)

goodmean1(wild1,trim=.20)

goodmean1(wild1,trim=0) # regular mean





goodmean<-function(data,trim=.10,outlier=3) {



# If data is a vector-->one result

# If data is a matrix or data frame 

# (both assumed all numeric)-->one result

#    for each column, using function goodmean1



result<-apply(as.matrix(data),2,goodmean1,

   trim=trim,outlier=outlier)

result

}



# Example: 50 sets of 100 numbers from the t-distribution with 1 d.f.



wild1<-matrix(rt(100*50,1),100,50)

(trimmed<-goodmean(wild1,trim=.20))

(nottrimmed<-goodmean(wild1,trim=0)) # regular mean

par(mfrow=c(1,2));hist(trimmed);hist(nottrimmed)





# Example: 1000 similations to see how often goodmean is better

npts<-20

nsim<-1000

wild1<-matrix(rt(npts*nsim,1),npts,nsim)

trimmed<-goodmean(wild1,trim=.20)

nottrimmed<-goodmean(wild1,trim=0)

better<-sum(abs(trimmed)<abs(nottrimmed))/nsim

worse<-sum(abs(trimmed)>abs(nottrimmed))/nsim

same=round(1-better-worse,3)

list(better=better,worse=worse,same=same) # for compact display








Vector1.R

(x1<-c(1,2.3,2,4))



length(x1);dim(x1)

class(x1);mode(x1)

(xa<-c("apple",

   "banana","pear"))

class(xa);mode(xa)

(xb<-c(1,2,"apple"))

mode(xb)

(x2<-c(11,12))

(x3<-c(x1,x2))

(xb<-c(x1,xa))

rep(x2,times=3) 

# same as rep(x2,3)

rep(x2,each=2)

rep(x2,3,each=2)

rep(x1,1:4)





(X1<-rep(c(-1,1),4))

(X2<-rep(c(-1,1), 2,each=2))

(X3<-rep(c(-1,1), each=4))

seq(1,4,by=0.5)

seq(1,4,length=10)

rep(seq(1,4,0.5),3)








VMSubset.R

(x5<-101:110)

x5[2]

x5[3:5]

x5[seq(1,7,by=2)]

x5[c(4,10,3,1)]

x5[c(-6,-7,-10)]

x5[rep(c(FALSE,TRUE),5)]

x5>104 & x5<109

x5[x5>104 & x5<109]



(m<-matrix(1:15,5,3))

m[2,3]

m[2:4,1:2]

m[2:4,c(1,3)]

m[-2:-4,1:2]



m[2,]

matrix(m[2,],3,1)

m[2,,drop=F]



m<5

m[m<5]

m%%3==0

m[m%%3==0]



mm<-m

mm[m<5]<-0

mm



mmm<-m

mmm[m<5]<-4:1

mmm



class(m)

class(m[2,3])

class(m[2,3,drop=F])

class(m[2:4,1:2])

class(m[1,])








VMWork.R

(m1<-matrix(1:9,3,3))

(m2<-matrix(1:9+.1*

round(rnorm(9)*10),3,3))

sum(diag(m1))



m2%*%m1



solve(m1)

(m2.I<-solve(m2))

m2%*%m2.I

round(m2%*%m2.I,6)



qr.of.m1<-qr(m1)



qr.of.m1







qr.of.m1$rank

qr.of.m1[2]

qr.of.m1[[2]]





qr(m1)$rank



m1*m1

sqrt(sum(m1*m1))







(m<-matrix(c(1:15),5,3))

max(m[,2])

max(m)

apply(m,2,max)

apply(m,1,sum)

rperm<-function(x) {

   sample(x,length(x)) }

t(apply(m,1,rperm))






pb12.txt

1   1  -1   1  -1  -1

1   1   1  -1   1  -1

1  -1   1   1  -1   1

1   1  -1   1   1  -1

1   1   1  -1   1   1

1   1   1   1  -1   1

1  -1   1   1   1  -1

1  -1  -1   1   1   1

1  -1  -1  -1   1   1

1   1  -1  -1  -1   1

1  -1   1  -1  -1  -1

1  -1  -1  -1  -1  -1






MontDOE.txt

time  temp  Yield

  80   170   76.5

  80   180   77.0

  90   170   78.0

  90   180   79.5

  85   175   79.9

  85   175   80.3

  85   175   80.0

  85   175   79.7

  85   175   79.8

  92   175   78.4

  78   175   75.6

  85   182   78.5

  85   168   77.0






Iris1.R

data()



help(iris)

str(iris)

iris[1:5,]



table(iris$Species)



index1<- c(1:10,51:55,101:115)

species<-iris$Species[index1]



class(species)

species

species=="setosa"



print(species)

print.default(species)

species==1



levels(species)

unclass(species)

as.vector(species)

as.integer(species)



species2<-as.integer(species)

attr(species2,"levels")<-c("setosa","versicolor","virginica" )

species2

class(species2)<-"factor"

species2



all.equal(species,species2)





plot.design(iris)

help(warpbreaks)

plot.design(warpbreaks)

interaction.plot(warpbreaks$wool,warpbreaks$tension,warpbreaks$breaks)



summary(lm(Petal.Width~Species,data=iris))

summary(aov(Petal.Width~Species,data=iris))



summary(lm(Petal.Width~as.integer(Species),data=iris))

summary(aov(Petal.Width~as.integer(Species),data=iris))



plot(iris$Species,iris$Petal.Width)

plot(as.integer(iris$Species),iris$Petal.Width,xlab="Species")



plot(as.integer(iris$Species),jitter(iris$Petal.Width),xlab="Species",xaxt="n")

axis(1,at=1:3,labels=levels(iris$Species))










Iris2.R

plot(iris$Sepal.Length,iris$Sepal.Width)

mean(Sepal.Length)



search()

attach(iris)

search()

ls(2)

mean(Sepal.Length)



plot(Sepal.Length,Sepal.Width)



detach(iris)



Sepal.Length<-1:150

attach(iris)

plot(Sepal.Length,Sepal.Width)



rm(Sepal.Length)

plot(Sepal.Length,Sepal.Width)

plot(Sepal.Length,Sepal.Width,col=as.integer(Species))

legend("topright",levels(Species),pch=1,col=1:3)



Sepal.Length<-1:150

plot(Sepal.Length,Sepal.Width)



detach(iris)



with(iris, plot(Sepal.Length,Sepal.Width))



attach(iris[1:50,])

search()

plot(Sepal.Length,Sepal.Width,main=search()[2])

detach(2)










Search1.R

summary

ls(pat="summary")

summary<-3

summary

ls(pat="summary")

rm(summary)

summary

ls(pat="summary")



search()

ls()

ls(".GlobalEnv")

ls(1)

length(ls())

length(ls("package:stats"))

ls(3)[1:5]



ls("package:base",pat="summary")

ls(9,pat="summary")

length(ls(9))



for(i in search()) {

  print(i)

  print(ls(i,pat="summary"))

  }



# After attaching BHH2

search()

ls(2)

?dots

data(tomato.data)

ls()

tomato.data



detach(2)










VObject.R

N<-100000

rnum<-rep(0,N)



system.time({for (i in 1:N) rnum[i]<-rnorm(1) })

system.time({rnum<-rnorm(N)})



x<- -N:N

system.time( {for (i in 1:N) if(x[i]<0) x[i]<-0 })

sum(x==0)



x<- -N:N

system.time( {x[x<0]<-0 })

sum(x==0)
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